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P%-DPO: Grounding Hallucination in Perceptual Processing via
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Background & Motivation

O LVLM hallucinations are not pure perception failures. In many cases, the

model already attends to the correct visual region, yet still produces the
Wrong answer.

O We identify this overlooked issue as Perceptual Processing failure, which

mainly appears as perceptual bottlenecks in attended regions and poor
robustness under image degradation.

O Existing DPO preference pairs are often off-policy, vision-agnostic, and
costly to annotate, making them poorly matched to this problem.
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What is the paint color of the word British United? e

The color of the Word is white with black
stripes.

The color of the Word is rod.

B

Does the man have a shadow?

No, the man standing in the snow seems to
have no shadow in the image.

Y s, the man has a shadow in the image.

o
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Noise Image
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How many benches are there? 9

There is one bench in the image.

There are many wooden park style
benches.

How many people can wash their hands at
a time in here?

Two people can wash their hands at the
same time.

Only one person can wash hands at a time.

Figure 1: Left: Perceptual Bottleneck. Attention heatmaps visualize that the model
correctly focuses on the key entity, yet still hallucinates. Right: Lack of Robustness.
The model hallucinates when presented with an image containing noise imperceptible

to humans. All shown answers are generated by LLaVA-1.5-7B.
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Problem discussion & Method

> Vision-Agnostic Existing pairs are not
visually sensitive, relying on textual correction

instead of visual intervention.

Figure 2: An overview of our proposed P2-DPO framework. The process flows from left to right: (1) Derive Visual Inputs: Based on an initial
forward pass to obtain an attention map (A), we create an enhanced input via cropping (I4,,), a degraded input via erasure (Igeg), and a noisy
input (/eise ), alongside the original image (/). (2) Generate Preference Pairs: The reference model generates two orthogonal preference pairs.
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(2) Constructed Preference Pairs
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-DPO Training: Difference losses are dynamically combined.
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(3) P2-DPO Training
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> Off—p0| iCY Winning responses often come from external
sources, causing a policy mismatch that weakens DPO.
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We propose P%-DPO, a self-correction framework that synergistically combines the generation of on-policy, vision-aware preference
pairs with a purpose-built optimization strategy, including a dynamic weighting mechanism and a

novel Calibration loss.

O Focus-and-Enhance pairs to correct perceptual bottlenecks by contrasting responses from enhanced and degraded visual evidence.
O Visual Robustness pairs to improve stability under noisy or degraded inputs.
O Calibration Direct Preference Optimization, which encourages the model not only to prefer better responses, but also to align

them more strongly with visual evidence.
O Dynamic Deficit-Weighting (DDW) to adaptively rebalance the two objectives for each sample.
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Partial Experimental Results

Model L POPE (F1) 1 MMHal-Bench AMBER

Adyv. Pop. Rand. Avg. Hal| Scoret CHAIRi, Hal] Flgt Fl,t Flrt
LLaVA-1.5-7TB Base 81.80 84.36 89.12 85.10 0.62 1.97 7.8 36.4 83.2 64.1 624
+VCD None 81.33 85.06 87.16 84.51 0.58 2.12 — — — — —
+ HA-DPO Al 82.54 87.81 90.25 86.86 0.60 1.97 6.7 30.9 88.1 66.1 68.8
+ V-DPOgy ey Human 84.05 8791 89.90 87.28 0.56 2.16 5.6 27.3 91.5 73.7 64.1
+ V-DPOgap Al 83.77 87.62 89.57 86.98 0.53 2.36 6.6 30.5 95.2 76.1 61.1
+ DPOgpury Human 84.03 85.94 89.12 86.38 0.60 2.08 6.4 34.5 90.7 72.6 64.6
+ P2.DPO (Ours) Self 8453 121n 8791:355 8987 :01s 8744123 056,006 243104 59519 267197 926194 717176 709 135
Qwen2.5-VL-3B Base 86.26 88.05 89.79 88.03 0.42 3.38 6.8 39.1 93.2 83.7 719
+ DPOgpyry Human 86.41 88.59 90.40 88.46 0.40 341 6.8 39.5 93.0 83.5 78.1
+ P2.DPO (Ours) Self 86.88 r02 8848 :042 91.50:17m 8895109 039,00 349:011  6.6,02 382,00 927,05 842:05 809110
Qwen2.5-VL-7B Base 84.92 86.78 89.01 86.90 0.349 3.47 54 29.0 97.3 83.8 72.6
+ DPOgyyrvy Human 84.99 86.81 89.72 87.17 0.345 3.63 4.2 29.3 98.5 82.5 722
+ P2.DPO (Ours) Self 86.79 +157 87.79:100 90.05:10¢ 882111 032,0m 394:00 39,15 249,41 985112 834 .04 729102

Table 4: Ablation study of our method’s components. We report per-
formance on key hallucination and reasoning benchmarks. Each com-

ponent contributes positively to the final performance.

Table 1: Evaluation on AFR and Processing Ac-
curacy (AFR > 14.0).

POPE AMBER MMHal HallusionBench Model AFR (Avg. 1) P-Acc. (% 1)

Configuration F11 Hal] Score?T gAcc? fAcc T aAcc T LLaVA-1.5-7B 14.73 66.29
P2.DPO 87.42 2927 243 2637 30.05 55.62 + DPOg; 1r 15.57 1084  65.71 10.58
Ablating Pairs:

w/o FEPs 85.84 3470 230 2356 2662 51.10 + P>-DPO 18.71 1398 70.10 13.81

w/o VRPs 8527 3360 226 21.02 2571 52.10
Ablating Strategy:

W/0 L calib 86.17 33.10 233 2356 2775 5341

w/o DDW 86.68 3120 239 2396 2861 5270
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